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Research Theme

Physical Al: Robust Perception o = Al Model Optimization & . B
we#i1d for Autonomous Driving & UAV = w24 Lightweight 3D Depth Estimation S/ <
¢ Grounded VLM Reasoning for Driving Decisions (Scene VQA) *» Knowledge Distillation: CNN = Lightweight ViT (No Inference Overhead)
+» LiDAR - Radar - Camera Fusion for 3D Spatial Understanding (BEV) «» INT8 Quantization for Edge NPU: Latency —67% - Model Size —65%

VLM-based Driving Scene VQA Multi-Sensor Fusion - Unified BEV nuScenes Grid-Preserving KD: CNN Teacher - ViT Student arXiv 2026 - iBKD FP32 - INT8 Quantization On-device
CGROUNDED RECIONS , BEV Encoder + Task Heads CNN teacher ULIRILITY FP32 model Calibration INT8 QDQ Edge HW
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l 5 w m (@ Channel + deformabl tial : e —‘ s DAv2-S on Galaxy S26 Ultra NPU (FP16)
Voxel Enc. 38 @ Learnable weight uggregutlon anne ;tleitoitr::q @ spatid H i i T T T 1 W2eS on Galaxy
Text Tokenizer sparse 3D conv > < v N IV e ey ce structural cu * 128 0 127 Real phone output: the camera frame is processed fully
o LiDAR BEV a o © m— ) Real DAV2-S weights (block 6 MLP, log count) - INT8 SQNR 31.6 dB offiine on the Hexagon NPU.
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LiDAR poi o
o i % B, f T T ! s = /127 - symmetric (- = 0)
I ) Front camera - real urban scene .I ) u I g ‘I ) L ‘f ) I o
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visual tekens () DO000O00O0 texttokens ()OO OOO00O00O0 Radar BEV ViT student 2 ~67% - lab ONNX model -65% - DAV2-S 598/598 ops on NPU - = paper
l l Radar ' INFERENCE
[ Large LG"QUUQe M9d5| ] Post-training quantization inserts Quantize/Dequantize (QDQ) nodes so weights and activations run on an 8-bit grid. On the phone, the
decoder - fine-tuned on driving QA FP16 graph runs entirely on the NPU and matches the paper’s NYU-D accuracy.
[2 Cameras carry rich semantics but weak geometry; LIDAR and rada g e precise 3D structure but little semantics. Lifting each sensor to one bird's- Block 1 — Block 2 — Block 3 — Block N [ Prediction
A. Currently, I'm focusing on the drivable area [A] to ensure we stay within the lane. I'm also monitoring the traffic [B] in eye-view grid fuses both, cell by cell. Real nuScenes sample; boxes are gro d truth a "0"5' \
Teacher & IBAM are dropped after training - a vanilla ViT with zero inference overhead.

front of our lead car [C] to anticipate my next action.

% Physics-guided Fusion with Flight State (Altitude - Attitude) ¢ Teacher = Student Code Distillation for Efficient Metric Depth in VLMs
«» Atmospheric Scattering & Depth Priors for Fog - Rain-Robust Perception +» Confidence-guided Distillation: Stereo Teacher = Shallow Mono Student

Altitude-Attitude-Aware Physics-Guided Fusion Ongoing Depth-Prior Dehazing for UAV HazyDet VLM Metric Depth - Teacher - Student Code Ongoing Stereo Confidence - Monocular Depth
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MONOCULAR DEPTH FROM LARGE-SCALE STEREO - ESWA 2021

S5 Deep stereo
” teacher

Shallow monocular student H Depth from one image ‘

| )

Cross-modal

Hazy RGB 1(x) 5
usion

Fusion network

t

ConFormer Ground truth ConfNet (baseline)

Confidence map: white = reliable disparity. Transformer
branches read disparity and color jointly.

J=11,4d)

Depth-guided
fusion

Icien

Depth

O Ry
§ % Depth prior d(x) - DAv2 FiLM E
ns

Flight stat ! |
/ullimdeg ( s” )eut‘limde — LEUP ' Encoy l Decoder
h Ao 0w i —_ hysi H

IMU - Baro - GPS G | prvsies prien depth branch

Input RGB |&
K

d

Eff

UDPNET - FSNET + DEPTH PRIOR
DepthVLM-4B - frozen

]
PHYSICS PRIOR - ATMOSPHERIC SCATTERING ' HAZYDET TEST - 2,000 DRONE IMAGES \ Frfa T+ Lw
Vision encoder H LLM

I=Jt+A(1-1) §.€ g PSNR (dB) ' I S - o J
1) = exp(~prdlx) ; 15.96 - 33.59 0.752 - 0.976 8k images !
dlx) = k[ sin(o + 8,) h E +17.6 dB hazy input - restored 500 epochs - HazyDet Text answer (VQA) - unchanged

Transmission 7(x) DU

= ; A monocular depth prior tells the network where haze grows with distance. Shown: a test frame re-hazed with the scattering model, as Result (student of the 12k-image teacher code): SiLog improves on all six benchmarks, e.g. NYUv2 10.52 > 9.96 and ETH3D 9.50 > 9.35, at +12-20 ms inference. The
& = Zrec + M&rask + MNoPphys ] HazyDet does. VLM stays frozen, so its text answers are untouched. # frozen - @ trainable - dashed = training only.
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flat-ground geometry (altitude , pitch ¢) [

ined on ~1M outdoor stereo images (DIML/CVL); the loss down-weights unreliable pseudo labels.




	Slide 1

